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The	  UlLmate	  Goal	  
Rather:	  What	  I	  want	  to	  get	  a	  PhD	  for	  
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•  Given:	  Binary	  program	  
•  Goal:	  Compute	  over-‐approximaLons	  of	  all	  
registers	  &	  memory	  locaLons	  

•  Approach:	  SAT	  &	  SMT	  solving	  
•  ApplicaLons:	  Jump-‐target	  recovery,	  and	  many	  
more	  



Example	  #1	  
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XOR r0 r1!
XOR r1 r0!
XOR r0 r1!

Swaps	  contents	  of	  two	  registers	  
without	  involving	  a	  third	  



Example	  #1	  
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XOR r0 r1!
XOR r1 r0!
XOR r0 r1!

Swaps	  contents	  of	  two	  registers	  
without	  involving	  a	  third	  

Introduce	  input-‐output	  variables	  and	  consider	  
abstract	  domain	  of	  two-‐variable	  equaliLes:	  
(r0 = r1), (r0 = r0′), (r0 = r1′), . . . ,�



Example	  #1	  
TradiLonal	  AbstracLon	  
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XOR	  r0	  r1	  
	  
XOR	  r1	  r0	  
	  
XOR	  r0	  r1	  

�
�
�

(r0 = r1)



Example	  #1	  
Block-‐Wise	  AbstracLon	  
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!
XOR r0 r1!
XOR r1 r0!
XOR r0 r1!

(r0 = r1) ∧ (r0 = r1′) ∧ (r1 = r0′)

(r0 = r1)XOR	  r0	  r1	  
	  
XOR	  r1	  r0	  
	  
XOR	  r0	  r1	  

�
�
�

(r0 = r1)



Lesson	  #1	  
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•  Reasoning	  about	  blocks	  rather	  than	  
instrucLons	  can	  increase	  precision	  
– Problem:	  Blocks	  are	  program-‐dependent,	  
whereas	  instrucLons	  are	  not	  

– Solu*on:	  AutomaLc	  techniques	  to	  compute	  
abstracLons	  for	  each	  block	  in	  a	  program	  



Example	  #2	  
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SBC R2 R2! Subtract	  with	  carry,	  result	  is	  
either	  00000000	  or	  11111111	  

XOR R0 R0! Reset	  register	  and	  program	  
status	  word	  at	  once	  



Example	  #2	  
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SBC R2 R2! Subtract	  with	  carry,	  result	  is	  
either	  00000000	  or	  11111111	  

XOR R0 R0! Reset	  register	  and	  program	  
status	  word	  at	  once	  

Need	  to	  handle	  such	  cases	  (and	  many	  more)	  to	  
get	  precise	  analysis	  results	  



Lesson	  #2	  
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•  Reasoning	  about	  binaries	  involves	  thinking	  
about	  many	  niSy	  cases	  and	  obfuscated	  code	  

•  Manual	  abstracLon	  requires	  a	  lot	  of	  
experience	  and	  engineering	  work	  

•  AutomaLc	  abstracLon	  deobfuscates	  the	  
binary,	  represents	  the	  semanLcs	  as	  is	  
– Nice	  for	  arithmeLc	  obfuscaLons	  
– There	  is	  no	  need	  to	  be	  smart	  here	  



Example	  #3	  

©	  2012	  Jörg	  Brauer,	  Embedded	  SoSware	  Laboratory,	  RWTH	  Aachen	  University	   11	  

AND R0 #15!
AND R1 #15!
XOR R0 R1!
ADD R0 R1!

XOR R0 R1!
XOR R1 R0!
XOR R0 R1!

0 ≤ r0′ ≤ 30
0 ≤ r1′ ≤ 15
0 ≤ r0′ + r1′ ≤ 45
0 ≤ r0′ − r1′ ≤ 15

r0′ = r1
r1′ = r0



Lesson	  #3	  
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•  Need	  to	  combine	  different	  abstract	  domains	  
that	  can	  model	  different	  properLes	  
– Ranges	  vs.	  equaliLes	  
– Doing	  this	  by	  hand	  is	  a	  horrible	  task	  

•  AutomaLc	  abstracLon	  computes	  different	  
abstracLons	  for	  free	  
– No	  need	  to	  be	  busy	  here!	  



Lessons	  Learnt	  
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1.  Block-‐wise	  abstracLon	  improves	  precision	  
2.  AutomaLc	  abstracLon	  takes	  care	  of	  the	  evil	  

cornercases	  
3.  AutomaLc	  abstracLon	  supports	  a	  variety	  of	  

abstract	  domains	  for	  free	  

That’s	  enough	  blurb,	  let’s	  go	  technical!	  



Approach	  
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•  Specify	  semanLcs	  for	  each	  instrucLon	  once	  and	  
for	  all	  

•  Combine	  different	  semanLcs	  to	  form	  a	  basic	  
block	  

•  Apply	  SSA	  conversion	  within	  the	  block	  
•  Use	  decision	  procedure	  to	  compute	  abstracLons	  
for	  variety	  of	  domains	  
–  EqualiLes,	  affine	  relaLons,	  congruences,	  intervals,	  
value	  sets,	  etc.	  

–  SAT/SMT	  solvers	  are	  great	  to	  reason	  about	  bit-‐vectors	  



Conversion	  Into	  SSA	  
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INC R0!
MOV R1 R0!
LSL R1!
SBC R1 R1!
EOR R0 R1!
SUB R0 R1!

R01 := INC R0!
R11 := R01!
R12 := LSL R11!
R1’ := SBC R12 R12!
R02 := EOR R01 R1’!

R0’ := SUB R02 R1’!



Conversion	  Into	  Logic	  
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R01 := INC R0!
R11 := R01!
R12 := LSL R11!
R1’ := SBC R12 R12!
R02 := EOR R01 R1’!
R0’ := SUB R02 R1’!

σINC(r01, r0)∧ σMOV(r11, r01)∧ σLSL(r12, r11)∧ σSBC(r1′, r12, r12)∧ σEOR(r02, r01, r1
′)∧ σSUB(r0′, r02, r1
′)

ϕ



A	  Variety	  of	  AbstracLons	  
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•  Intervals	  
•  Value	  sets	  
•  Affine	  equaliLes	  
•  Octagons	  



Interval	  AbstracLon	  
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•  Suppose	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  on	  input	  
•  Put	  
•  What’s	  the	  upper	  bound	  of	  	  	  	  	  	  	  	  on	  output?	  

r0 ∈ [−10,20]
ϕ′ = ϕ ∧ (r0 ∈ [−10,20])

r0′



Interval	  AbstracLon	  
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•  Suppose	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  on	  input	  
•  Put	  
•  What’s	  the	  upper	  bound	  of	  	  	  	  	  	  	  	  on	  output?	  

r0 ∈ [−10,20]
ϕ′ = ϕ ∧ (r0 ∈ [−10,20])

−128 1270

ϕ′ ∧ ¬r0′[7] ?

r0′

It’s	  somewhere	  in	  this	  range	  



Interval	  AbstracLon	  
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•  Suppose	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  on	  input	  
•  Put	  
•  What’s	  the	  upper	  bound	  of	  	  	  	  	  	  	  	  on	  output?	  

r0 ∈ [−10,20]
ϕ′ = ϕ ∧ (r0 ∈ [−10,20])

−128 1270

1270
ϕ′ ∧ ¬r0′[7] ?
ϕ′ ∧ ¬r0′[7] ∧ r0′[6] ?

r0′



Interval	  AbstracLon	  
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•  Suppose	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  on	  input	  
•  Put	  
•  What’s	  the	  upper	  bound	  of	  	  	  	  	  	  	  	  on	  output?	  

r0 ∈ [−10,20]
ϕ′ = ϕ ∧ (r0 ∈ [−10,20])

−128 1270

1270

0

ϕ′ ∧ ¬r0′[7] ?
ϕ′ ∧ ¬r0′[7] ∧ r0′[6] ?

r0′

63

ϕ′ ∧ ¬r0′[7] ∧ r0′[6] ∧ r0′[5] ?



Interval	  AbstracLon	  
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•  Suppose	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  on	  input	  
•  Put	  
•  What’s	  the	  upper	  bound	  of	  	  	  	  	  	  	  	  on	  output?	  

r0 ∈ [−10,20]
ϕ′ = ϕ ∧ (r0 ∈ [−10,20])

−128 1270

1270
ϕ′ ∧ ¬r0′[7] ?

0
ϕ′ ∧ ¬r0′[7] ∧ r0′[6] ?

0

r0′

ϕ′ ∧ ¬r0′[7] ∧ r0′[6] ∧ r0′[5] ?
63

31

ϕ′ ∧ ¬r0′[7] ∧ r0′[6] ∧ r0′[5] ∧ r0′[4] ?



Interval	  AbstracLon	  
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•  Suppose	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  on	  input	  
•  Put	  
•  What’s	  the	  upper	  bound	  of	  	  	  	  	  	  	  	  on	  output?	  

r0 ∈ [−10,20]
ϕ′ = ϕ ∧ (r0 ∈ [−10,20])

−128 1270

1270
ϕ′ ∧ ¬r0′[7] ?

0
ϕ′ ∧ ¬r0′[7] ∧ r0′[6] ?

0

r0′

ϕ′ ∧ ¬r0′[7] ∧ r0′[6] ∧ r0′[5] ?
63

31

16 31
ϕ′ ∧ ¬r0′[7] ∧ r0′[6] ∧ r0′[5] ∧ r0′[4] ?



Interval	  AbstracLon	  
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•  Suppose	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  on	  input	  
•  Put	  
•  What’s	  the	  upper	  bound	  of	  	  	  	  	  	  	  	  on	  output?	  

•  Eventually:	  	  
•  Likewise,	  minimizaLon	  gives	  	  

r0 ∈ [−10,20]
ϕ′ = ϕ ∧ (r0 ∈ [−10,20])

r0′

r0′ ≤ 21
r0′ ≥ 0



Literature:	  Interval	  AbstracLon	  
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•  Codish,	  Lagoon	  &	  Stuckey:	  Logic	  Programming	  
with	  SaLsfiability	  (TPLP’08)	  

•  Barreo	  &	  King:	  Range	  and	  Set	  AbstracLon	  using	  
SAT	  (NSAD’10)	  

•  Brauer,	  King	  &	  Kowalewski:	  Range	  Analysis	  of	  
Microcontroller	  Code	  using	  Bit-‐Level	  
Congruences	  (FMICS’10)	  

•  Brauer	  &	  King:	  Transfer	  FuncLon	  Synthesis	  
without	  QuanLfier	  EliminaLon	  (ESOP’11)	  



Value-‐Set	  AbstracLon	  
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•  Suppose	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  on	  input	  
•  Put	  
•  What’s	  the	  value	  set	  of	  	  	  	  	  	  	  	  on	  output?	  
•  Enumerate	  models	  of	  	  	  	  	  	  using	  incremental	  
SAT	  

r0′

r0 ∈ {−10,4,20}
ϕ′ = ϕ ∧ (r0 ∈ {−10,4,20}

ϕ′



Value-‐Set	  AbstracLon	  
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•  Suppose	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  on	  input	  
•  Put	  
•  What’s	  the	  value	  set	  of	  	  	  	  	  	  	  	  on	  output?	  
•  Enumerate	  models	  of	  	  	  	  	  	  using	  incremental	  
SAT	  

r0′

r0 ∈ {−10,4,20}
ϕ′ = ϕ ∧ (r0 ∈ {−10,4,20}

ϕ′

−128 1270 5



Value-‐Set	  AbstracLon	  
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•  Suppose	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  on	  input	  
•  Put	  
•  What’s	  the	  value	  set	  of	  	  	  	  	  	  	  	  on	  output?	  
•  Enumerate	  models	  of	  	  	  	  	  	  using	  incremental	  
SAT	  

•  Consider	  

r0′

r0 ∈ {−10,4,20}
ϕ′ = ϕ ∧ (r0 ∈ {−10,4,20}

−128 1270

ϕ′

5

ϕ′ ∧ (r0′ ≠ 5)



Value-‐Set	  AbstracLon	  
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•  Suppose	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  on	  input	  
•  Put	  
•  What’s	  the	  value	  set	  of	  	  	  	  	  	  	  	  on	  output?	  
•  Enumerate	  models	  of	  	  	  	  	  	  using	  incremental	  
SAT	  

•  Consider	  

r0′

r0 ∈ {−10,4,20}
ϕ′ = ϕ ∧ (r0 ∈ {−10,4,20}

−128 1270

ϕ′

5 21	  

ϕ′ ∧ (r0′ ≠ 5) ∧ (r0′ ≠ 21)



Value-‐Set	  AbstracLon	  
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•  Suppose	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  on	  input	  
•  Put	  
•  What’s	  the	  value	  set	  of	  	  	  	  	  	  	  	  on	  output?	  
•  Enumerate	  models	  of	  	  	  	  	  	  using	  incremental	  
SAT	  

•  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  is	  unsat	  

r0′

r0 ∈ {−10,4,20}
ϕ′ = ϕ ∧ (r0 ∈ {−10,4,20}

−128 1270

ϕ′

5 21	  9

ϕ′ ∧ (r0′ ≠ 5) ∧ (r0′ ≠ 21) ∧ (r0′ ≠ 9)



Value-‐Set	  AbstracLon	  
The	  Other	  DirecLon	  
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•  Suppose	  
•  Put	  

•  We	  apply	  the	  same	  algorithm	  backwards	  
– Over-‐approximaLon	  of	  inputs	  we	  had	  before	  
– Also	  works	  for	  intervals	  

ϕ′ = ϕ ∧ (r0′ ∈ {5,9,21})
r0′ ∈ {5,9,21}

4 20	  8-‐22	   -‐10	   -‐6	  

5 21	  9

−128 127



Literature:	  Value-‐Set	  AbstracLon	  
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•  Barreo	  &	  King:	  Range	  and	  Set	  AbstracLon	  
using	  SAT	  (NSAD’10)	  

•  Reinbacher	  &	  Brauer:	  Precise	  Control	  Flow	  
ReconstrucLon	  using	  Boolean	  Logic	  
(EMSOFT’11)	  

•  Brauer,	  King	  &	  Kriener:	  ExistenLal	  
QuanLficaLon	  as	  Incremental	  SAT	  (CAV’11)	  



Affine	  EqualiLes	  
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•  Consider	  again	  

	  
restricted	  to	  normal	  operaLon	  of	  INC	  and	  SUB	  
and	  overflow	  of	  LSL,	  denoted	  	  

ϕ =
�����������������������

σINC(r01, r0)∧ σMOV(r11, r01)∧ σLSL(r12, r11)∧ σSBC(r1′, r12, r12)∧ σEOR(r02, r01, r1
′)∧ σSUB(r0′, r02, r1
′)

ψ
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•  Goal:	  compute	  affine	  equality	  that	  describes	  
relaLon	  between	  	  	  	  	  	  	  on	  input	  and	  	  	  	  	  	  	  	  on	  
output	  

•  Natural	  choice:	  represent	  affine	  equaliLes	  as	  
matrices	  

r0 r0′
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•  Pass	  	  	  	  	  	  to	  a	  solver	  	  
•  Gives	  model	  
•  Represent	  soluLon	  as	  matrix	  

•  Put	  

ψ

m1 = (r0 = −4 ∧ r0′ = 3)

� 1 0 −4
0 1 3

�
Focus	  on	  this	  row	  

ψ′ = ψ ∧ (r0′ ≠ 3)
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•  Pass	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  to	  a	  solver	  
•  Gives	  model	  
•  Represent	  soluLon	  as	  matrix	  

•  Now	  compute	  

ψ′ = ψ ∧ (r0′ ≠ 3)
m2 = (r0 = −5 ∧ r0′ = 4)

� 1 0 −5
0 1 4

�

� 1 0 −4
0 1 3

� � � 1 0 −5
0 1 4

� = � 1 1 −1 �
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•  Put	  
•  Then,	  	  	  	  	  	  	  	  is	  unsaLsfiable	  

•  Hence,	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  is	  the	  opLmal	  affine	  
abstracLon	  of	  	  

� 1 0 −4
0 1 3

� � � 1 0 −5
0 1 4

� = � 1 1 −1 �

ψ′′ = ψ ∧ (r0 + r1 ≠ −1)
ψ′′

r0′ = −r0 − 1
ψ
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•  Karr:	  Affine	  RelaLonships	  among	  Variables	  of	  
a	  Program	  (Acta	  InformaLca’76)	  

•  Müller-‐Olm	  &	  Seidl:	  A	  Note	  on	  Karr’s	  
Algorithm	  (ICALP’04)	  

•  Müller-‐Olm	  &	  Seidl:	  Analysis	  of	  Modular	  
ArithmeLc	  (ACM	  TOPLAS’07)	  

•  Brauer	  &	  King:	  AutomaLc	  AbstracLon	  for	  
Intervals	  using	  Boolean	  Formulae	  (SAS’10)	  
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INC R0!
MOV R1 R0!
LSL R1!
SBC R1 R1!
EOR R0 R1!
SUB R0 R1!

(r0 = 127) ⇒ (r0′ = −128)(−128 ≤ r0 ≤ −2) ⇒ (r0′ = −r0 − 1)(−1 ≤ r0 ≤ 126) ⇒ (r0′ = r0 + 1)

R0’ := abs(R0 + 1)!
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only
−→F

interleaved
−→F+

←−B

Prog. Cntr Mark High Low Func
C:0x26 (38) 0xFF 0x00 0x64 hdr1()
C:0x29 (41) 0xFF 0x00 0x69 hdr2()
C:0x2C (44) 0xFF 0x00 0x6E hdr3()
C:0x2F (47) 0xFF 0x00 0x73 hdr4()
C:0x32 (50) 0xFF 0x00 0x78 hdr5()
C:0x35 (53) 0xFF 0x00 0x7D hdr6()

#define N HANDL = 6;
const UINT8 (*const code pf[ ])(void) = {

hdr1, hdr2, hdr3, hdr4, hdr5, hdr6}

UINT8 keypress(UINT8 keyCode){
if (keyCode >= N HANDL){
return C FAIL;

}
return (*pf[keyCode]);

}

{r7 : 1− 3, 101− 103}
{flags : C := false}
MOV 0x08 ← � R7
MOV A ← � 0x08

CLR A
SUBB A, #N HANDL

JC C:0x00F

{r8 : 1− 3, 101− 103}
{rA : 251− 253, 95− 97}
{flags : C := true, false}

[0
x0
03

]

{rA : 251− 253, 95− 97}
{flags : C := false}
MOV R7 ← � #C FAIL

RET

{r7 : #C FAIL}

[0
x0
0C

]

{r0x08 : 1− 3, 101− 103}
{flags : C := true}
MOV R7 ← � 0x08
MOV A ← � R7

MOV B ← � #0x03

MUL AB
ADD A, #0x26

MOV DPL ← � A
CLR A

ADDC A, #0x00

MOV DPH ← � A
AJMP C:0x038

{rdph : 0}
{rdpl : 41, 44, 47, 85, 88, 91}

[0
x0
0F

]

{rdph : 0}
{rdpl : 41, 44, 47, 85, 88, 91}

CLR A
MOVC A ← � @(A+DP)

MOV R3 ← � A
MOV A ← � #0x01

MOVC A ← � @(A+DP)

MOV R2 ← � A
MOV A ← � #0x02

MOVC ← � @(A+DP)

MOV R1 ← � A
AJMP C:0x100

{r3 : 255, ?, ?, ?}
{r2 : 0, ?, ?, ?}

{r1 : 105, 110, 115, ?, ?, ?}

[0
x0
38

]

{r2 : 0, ?, ?, ?}
{r1 : 105, 110, 115, ?, ?, ?}

MOV DPH ← � R2
MOV DPL ← � R1

CLR A

{rdph : 0, ?, ?, ?}
{rdpl : 105, 110, 115, ?, ?, ?}

{rA : 0}

[0
x1
00

]

{rdph : 0, ?, ?, ?}
{rdpl : 105, 110, 115, ?, ?, ?}

{rA : 0}
iJMP @ (A+DP)

[0
x1
06

]

abstracted jump targets

hdr2()�,hdr3()�,hdr4()�, and 3×?

c := 0

c := 1

{r7 : 1− 3, 101− 103}
{flags : C := false}
MOV 0x08 ← � R7
MOV A ← � 0x08

CLR A
SUBB A, #N HANDL

JC C:0x00F

{r8 : 1− 3, 101− 103}
{rA : 251− 253, 95− 97}
{flags : C := true, false}

[0
x0
03

]

{rA : 95− 97}
{flags : C := false}
MOV R7 ← � #C FAIL

RET

{r7 : #C FAIL}

[0
x0
0C

]

{r0x08 : 1− 3}
{flags : C := true}
MOV R7 ← � 0x08
MOV A ← � R7

MOV B ← � #0x03

MUL AB
ADD A, #0x26

MOV DPL ← � A
CLR A

ADDC A, #0x00

MOV DPH ← � A
AJMP C:0x038

{rdph : 0}
{rdpl : 41, 44, 47}

[0
x0
0F

]
{rdph : 0}

{rdpl : 41, 44, 47}
CLR A

MOVC A ← � @(A+DP)

MOV R3 ← � A
MOV A ← � #0x01

MOVC A ← � @(A+DP)

MOV R2 ← � A
MOV A ← � #0x02

MOVC ← � @(A+DP)

MOV R1 ← � A
AJMP C:0x100

{r3 : 255}
{r2 : 0}

{r1 : 105, 110, 115}
[0
x0
38

]

{r2 : 0}
{r1 : 105, 110, 115}
MOV DPH ← � R2
MOV DPL ← � R1

CLR A

{rdph : 0}
{rdpl : 105, 110, 115}

{rA : 0}

[0
x1
00

]

{rdph : 0}
{rdpl : 105, 110, 115}

{rA : 0}
iJMP @ (A+DP)

[0
x1
06

]

abstracted jump targets

hdr2()�,hdr3()�,hdr4()�

c := 0

c := 1

Figure 2: Forward (top) and interleaved forward-backward (bottom) interpretation

3.4.2 Refinement for Branching by Example
The bottom part of Fig. 2 shows the results of the algorithm
with backtracking depth k = 1. This section discusses how
the algorithm proceeds to resolve the conditional branching
instruction JC C:0x00F, which passes to control to either

location 0x00C or 0x00F, depending on the value of the carry
flag. To do so, it first computes a postcondition ψb0x03

post (V out)
for b0x03 in forward direction in step (1). This yields the same
result as before, namely:

Control	  Flow	  ReconstrucLon	  
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Binary Program
−→F interpreter

−→F +
←−B interpreter

Name Compiler locC instrB JT RT FT Time RS k RT FT Time

Single row input
Keil

80
67

6
2401 2395 2.6 2 2 6 – 3.32

Sdcc 52 460 454 2.4 2 2 6 – 2.0

Keypad
Keil

113
113

9
3844 3835 3.49 4 2 9 – 4.33

Sdcc 80 1508 1499 3.08 4 2 9 – 2.57

Communication Link
Keil

111
164

8
6889 6881 4.56 2 2 8 – 4.37

Sdcc 118 84 76 3.38 2 2 8 – 4.29

Task Scheduler
Keil

81
105

5 >1000 >995 >5m
17 2 5 – 14.03

Sdcc 97 23 2 5 – 10.23

Switch Case
Keil

82
166

19
>5000 >4981 >5m 94 2 19 – 17.49

Sdcc 180 3304 3285 2.31 6 2 38 19 2.6

Emergency Stop
Keil

138
150

9
768 759 2.8 2 2 9 – 2.6

Sdcc 141 256 247 2.9 2 2 9 – 3.1

locC . . . Lines of C code
instrB . . . Number of assembly instructions
JT . . . Number of jump targets
RT . . . Number of recovered targets

FT . . . Number of recovered false targets
RS . . . Number of refinement steps applied
k . . . Backtracking depth
Time . . . Analysis time in seconds

Table 1: Experimental results for pure forward analysis as well as combined forward and backward analysis

decompilation) using a form of slicing and expression prop-
agation. More recently, Holsti [18] proposed to use partial
evaluation of switch tables to recover indirect jump targets.
This approach, however, relies on knowledge about the com-
piler used so that one can identify jump tables in program
memory. By way of comparison, our approach computes
such information. Kinder et al. [22] have presented a formal
framework that incrementally builds a control flow graph
from binary code using interleaving disassembly and abstract
interpretation. They show that their algorithm yields the
most precise CFG that can be recovered using the abstract
domain employed. Since they only use local propagation of
memory values, their algorithm, which was also implemented
in the tool JakStab [21], cannot properly resolve indirect
function calls. Later, the work of Kinder et al. was extended
by Flexeder et al. [16] to the interprocedural setting. Control
flow reconstruction is also performed by IdaPro [17], a tool
that uses linear sweep disassembly. This tool is based on
several techniques such as brute-force decoding of all ad-
dresses, pattern matching, and so on. However, the control
flow graph provided by IdaPro is unsafe as shown in [4, 21].
Just recently, Bardin et al. [5] have tackled the problem using
bounded value sets (k-set propagation). They have observed
that typically only few constraints need to be tracked to re-
solve jump targets precisely. Based on this observation, they
have thus developed an algorithm that takes care of what
they call precision requirements. In this approach, refinement
is used to control the k-bounds, based on backward propaga-
tion of precision requirements. A similar degree of locality in
the analysis can also be seen in our framework, with the key
difference that we adjust the backward propagation depth.

Note, though, that our algorithm is not bound to resolving
indirect jump targets. As a side-effect, it also resolves the
targets of indirect memory operations. Inferring the targets
of indirect stores is especially important for microcontroller
code since platforms such as the AVR series map registers,
such as the status register, into the same address space as
SRAM. Any indirect store operation may thus overwrite the

contents of, say, the global interrupt flag [11]. On platforms
such as the AVR, precision is even more important since the
status register is located in the memory location adjacent
to the address where the compiler places global variables,
which are frequently addressed indirectly. A key difference
of our method compared to that of others like Balakrish-
nan et al. [1, 2] is that we infer concrete integer addresses,
rather than symbolic ones. This difference naturally man-
ifests itself in the design of the analyses and the domains
used (cf. the value-set abstract domain in [2]). The idea of
using alternating of forward and backward analysis is not
new. For instance, Balakrishnan et al. [3] use this technique
to eliminate infeasible paths (called syntactic language refine-
ment). Though applied to a different field, the correctness
argument discussed in [3] also applies to our work. Mixed
forward and backward analysis was also used by Rival [30] for
counterexample generation using abstract interpretation.

6. CONCLUDING DISCUSSION

This paper argues that Boolean logic and SAT solving provide
a promising means to reason about rather intricate exam-
ples of binary code. In particular, it shows that alternating
executions of forward and backward analysis are useful to
soundly recover jump targets in the value-set abstract do-
main. Expressing the concrete semantics of a program in
the computational domain of propositional Boolean formulae
allows to define its semantics relationally. This dovetails with
our approach since the same encodings can thus be used for
forward as well as for backward analysis, thereby sidestep-
ping the difficulty of designing backward transformers [30].
Moreover, the approach benefits from the progress on state-
of-the-art SAT solvers, which can easily decide satisfiability
of structured problems involving thousands of variables and
clauses. Indeed, the problems we confront the solver with
can almost be seen as trivial by nowadays standards. We
have explained and presented the techniques in the context of
jump target recovery. Though this is a compelling problem,
it is important to appreciate that our methods are merely in-
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•  We	  advocate	  automaLc	  abstracLon	  as	  opposed	  
to	  manual	  design	  

•  SAT/SMT	  solvers	  can	  easily	  solve	  thousands	  of	  
structured	  problems	  per	  second	  

•  All	  techniques	  rely	  on	  the	  same	  encoding	  of	  the	  
semanLcs	  
–  Solving	  for	  different	  abstract	  domains	  is	  slightly	  
different	  

–  Can	  be	  put	  into	  uniform	  framework,	  but	  it	  is	  more	  
efficient	  the	  way	  we	  put	  it	  




